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Abstract—In this paper, the problem of online anomaly detec-
tion in multi-attributed, asynchronous data from a large number
of individual devices is considered. It has become increasingly
common for many services, such as video-on-demand (VOD),
to have connected customers where hundreds of millions of sub-
scribers access a cluster of content servers for online services. It is
important to monitor these transactions online, in order to ensure
acceptable quality of experience to the customers as well as for
detecting any abnormal or undesirable activities. Our proposed
anomaly detection strategy works in two phases: First we perform
intermittent anomaly detection in space, using data from the
entire set of devices for a short duration in time. This phase
employs principal component analysis (PCA) for data reduction
and captures models of normal and abnormal features. Then,
these identified models are used to monitor each subscriber’s
devices online in order to quickly detect any abnormalities. The
proposed approach is demonstrated on Comcast’s Xfinity video
streaming data.

Index Terms—Big data analytics, anomaly detection, principal
component analysis (PCA), anomaly detection, Page test, video
on demand (VOD).

I. INTRODUCTION

Over the past few decades, the networked information
technology (IT) systems have become the mainstay of local,
national and international infrastructure (e.g., e-commerce,
communication, entertainment, finance, web services, power
grid, air traffic control, transportation, law enforcement, public
health, etc.) Revolution in connectivity has also exposed
the IT infrastructure to premeditated attacks with potentially
catastrophic consequences by those within as well as outside
Enterprises and geographic boundaries, armed only with a
computer and the knowledge needed to identify and exploit
vulnerabilities.

Although substantial progress has been made in raising
the levels of awareness about security threats across the
IT industry, developing an effective defense strategy against
cyber attacks remains a significant challenge. Approaches for
detecting network attacks must be able to do so with very
few false alarms and near perfect detection rates; achieve high
scalability; facilitate detection of highly complex attacks; and
adapt detection and prevention mechanisms to prevent new
types of attacks. Methods for threat analysis and management
face the challenges of dealing with huge amounts of data
(widely referred to as “big data”) and the need to analyze

network activity in finer detail while rapidly identifying subtle
changes from normal traffic patterns and acting on them in a
timely manner to mitigate the adverse effects.

Todays IT service and entertainment providers have their
networked content servers connected online to tens of millions
of customers. It is vital that a large scale IT services provider
be prepared to detect and prevent cyber threats that could
potentially disturb its services. This can be done by contin-
uously monitoring user activities and by detecting patterns of
behaviors that are potentially harmful to the network. Recent
developments in big data technology [34] allow the ability to
store large amounts of historical user activity data so that one
can visit past instances in order to analyze and learn about
threat patterns and behaviors. Further, due to the relatively
recent and dramatic changes in the field, it is often hard to
decide exactly what kind of information needs to be stored.
As a result, any available information regarding user activity,
such as ethernet source address, ethernet destination address,
IP source address, IP destination address, geographical infor-
mation of the subscriber, etc. are continuously analyzed for
potential clues. Figure 1 shows typical events “emitted” from
a video access device. It is important to note that the events
occur in an asynchronous manner as a result of interactions
from those who use/operate the device. An effective anomaly
detection strategy requires (i) accurate enough models reflect-
ing the normal as well as abnormal nature of the device, and
(ii) algorithms that are able to exploit these models for quickly
detecting “emerging anomalies” buried in noise.

Having too many features causes the “curse of dimension-
ality” problem and costs in detection accuracy. The machine
learning community has developed many solutions to address
this problem in the form of “feature selection” and “feature
transformation”. A review of feature selection methods can
be found in [12]. and reviews of feature transformation (also
known as “data reduction”) techniques can be found in [5]
and [8]. In general, the data reduction techniques can be
categorized into linear and non-linear methods. Linear meth-
ods inclue principal component analysis (PCA) [18], partial
least squares (PLS) [4], independent component analysis [22],
[30], factor analysis [8], [23], and random projections [19].
Nonlinear data reduction methods include locally linear em-
bedding [32], principal curves [13], multifactor dimensionality



Subscriber 
Device 

Media	  
Failed	  

Changing	  
Channel	  

Device	  
Authen3ca3on	  

User-‐
Interface	  
Error	  

Bitrate	  
Changed	  

Device	  
Ac3va3on	  

Page	  
View	  

Heart	  Beat	  	  Media	  
Opened	  

Media	  	  
Opening	  

Key	  Event	  

Frames	  Per	  
Seconds	  
(FPS)	  

Changed	  

Play	  State	  (playing,	  
paused,	  buffering,	  etc.)	  

Ad	  
Progress	  

Content	  
Request	  

Fig. 1: Example of features of a connected device: An
important characteristics of these features is the asynchronous
nature of the observations.

reduction [27], [28], multidimensional scaling [33], and self-
organizing maps [20], [29]. In this paper, we adopt the PCA
approach for data reduction.

The problem of detecting security threats in data streams
captured by large-scale networks has received substantial
interests as well, e.g., [1], [7], [14]. Approaches to security
threat detection vary significantly in the scope of detection, the
underlying statistical methods, and the assumptions about the
data [26]. Widely used detection techniques include Bayesian
methods [16] [17], PCA based approaches [6], support vector
machines (SVM) [9], spectral methods [3], and outlier detec-
tion for mixed-type data [21].

It can be noticed that the existing approaches largely focus
on point anomaly detection, which itself is an ongoing and
challenging research problem, where they look for sources
showing anomalous features in offline data. An effective threat
detection strategy requires the detection of anomalies online
(as quickly as they appear) without producing too many false
alarms – which is the focus of this paper.

The rest of the paper is organized as follows: Section
II describes how the raw data in many different formats
can be digested into some meaningful, numerical format.
Section III describes how a small burst of data from all the
devices is used for learning model hypotheses for normal and
abnormal behaviors. Section IV describes how those models
can be used in individual devices to quickly detect emerging
anomalies. Section V presents numerical results and the paper
is concluded in Section VI.

II. DATA ABSTRACTION METHODS

The nature and volume of online transactions supersedes
the ability to decide which features are needed to be stored
for anomaly detection. As a result, all the possible features are
streamlined for analysis: the types of data may include num-

bers, symbols (e.g. IP adress), text, sentences (e.g. synopsis),
etc. The first objective is to process these data and transform
it into a matrix format. We call this the “data abstraction”
process.

Let us consider the data obtained from the ith device during
time interval [t1, tk] for abstraction:

• Each device can “emit” up to n different events (see
Figure 1). Some examples of events are “communication
bit-rate”, “video frame rate”, “device IP address”, “device
location”, etc. Most of the events are variables and some,
such as IP address, are quasi-stationary.

• Each event can take values in different ranges and for-
mats, e.g.,

– Communication bit-rate (say, jth event) of the device
i at time t, xi,j(t), is in mega bits per seconds (mbps)
and xi,j(t) ∈ [0, 7] .

– Location (say, j + 1th event) of the ith device at time
t, xi,j+1(t) denotes longitudes and latitudes both of
which are in degrees, i.e., xi,j(t) ∈ R2.

– Genre of the video being played by the de-
vice (say, j + 2th event) of the ith device at
time t, xi,j+2(t) is categorical, e.g., xi,j+2(t) ∈
{drama, action, comedy, etc.}

• The event values are recorded against time t1, t2, . . . , tk
asynchronously, i.e., tk − tk−1 6= tk−1 − tk−2

• The asynchronous nature of the observations is indicated
through “×” in grey background, which means that all
the entries of a row are not available at the same time.

• Each column in (1) denotes a particular event
• Each row in (1) denotes the set of values for all n events

observed at time tk
Another important objective of the data abstraction process

is to summarize the observations over the time window [t1, tk]
into as few parameters as possible while retaining as much
information as possible. The following approaches are useful
tools in this regard:

• Mean, median and variance: The jth event over the time
window [t1, tk] is summarized/abstracted by its mean and
variance during that period.

• Histograms and Markov chains: These are particularly
useful to abstract non-numerical outputs such as text and
categorical variables.

• Hidden Markov models (HMM): This approach is well
suited to capture hidden, stochastic patterns in temporal
data.

After data abstraction, (1) is compressed into the following
form

xTi (t) = [xi,1(t), · · · , xi,j(t), · · · , xi,N−1(t), xi,N (t)]
(2)

where t is an index representing the observation time block
[t1, tk], xi,j(t) are the abstracted features.

Now, let us write the abstracted event data from all the
devices in the following form

X(t) = [x1(t),x2(t), . . . ,xM (t)]
T (3)



Xraw(t) =



xi,1(t1) × · · · xi,j(t1) · · · xi,n−1(t1) xi,n(t1)
xi,1(t2) xi,2(t2) · · · × · · · xi,n−1(t2) ×
× xi,2(t3) · · · × · · · xi,n−1(t3) ×
...

... . . .
... . . .

...
...

× xi,2(tk−1) . . . xi,j(tk−1) . . . × xi,n(tk−1)
× × . . . xi,j(tk) . . . xi,n−1(tk) ×



←
←
←

←
←

t1
t2
t3
...

tk−1

tk

(1)

Usually M >> N in big data applications.

III. MODEL HYPOTHESIS LEARNING THROUGH PCA
Online anomaly detection strategies presented in this paper

require the knowledge of models belonging to normal and
abnormal characteristics of the data. The big data framework
allows the ability to have data belonging to a small (but
the same) time duration of all the devices for learning. This
concept is described in Figure 2. Simply, the proposed online
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Fig. 2: Model hypothesis learning: Short bursts of data from
all the devices in time duration (k) is used to train models for
normal and abnormal hypotheses.

anomaly detection strategy works as follows:
1) Point anomaly detection: Use data from all the devices

during time block k (shown in grey in Figure 2) to learn
model parameters θ0 that corresponds to the normal data
θ1 corresponding to the abnormal data.

2) Online anomaly detection: Use the model parameters
{θ0, θ1} for online anomaly detection in each device
(Section IV).

3) Repeat 1) periodically, for updating the parameters
In this section we discuss how the model parameters θ0 and
θ1 corresponding to normal and abnormal data, respectively,
can be obtained from a snapshot of data X(k) from all the
devices during time duration k. We remove the time index k
for convenience in this subsection.

First, we focus on data reduction where the number of
columns N in X is reduced. This is achieved through principal
component analysis (PCA).

As a preparation for PCA analysis, each column of matrix
X is scaled so that each component has zero mean and unit
variance. This can be achieved by performing the following
operation on each column of matrix X

x̌ni ←
x̌i − µi
σi

(4)

where x̌i is the ith column of X, µi is the mean of x̌i and σi
is the standard deviation of x̌i(k).

The N ×N covariance matrix is computed as

R =
1

M − 1
XTX (5)

Performing eigendecomposition on R will result in

R = VΛVT (6)

The first L eigenvectors are selected to form the following
loading matrix:

P = [v1,v2, . . . ,vL] (7)

Now, let us define T as

T = XP (8)

where the M × L matrix T = [ť1, ť2, . . . , ťN ] is known as
the score matrix and each of column of T, ť1, ť2, . . . , ťN , are
known as the score vectors.

It must be noted that each row of T can be written as

tTi = xTi P (9)

Let us post multiply (8) by PT

TPT = XPPT

= X̂
(
≈ X

)
(10)

Hence, the data matrix X can be written as

X = TPT + E

=

L∑
j=1

tjp
T
j + E (11)

where the error E is given by

E = X− X̂ (12)



A. Estimating the Number of PCs

It must be noted that as L increases, the error E will
decrease. The number L is an important tuning parameter as
it determines the amount of variance captured by the loading
matrix P. There are many approaches for selecting the value
of L.

1) By graphically ordering the eigenvalues and selecting a
cut off at the knee [15].

2) Based on cumulative percentage variance (CPV ) ex-
plained by X̂ [35], which is a measure of the percentage
of variance captured by the first L principal components:

CPV (L) =

∑L
i=1 λi

trace(R)
100% (13)

This second approach gives a way of capturing the
exact percentage of variability in the data. However, this
requires the computation of trace(R).

B. Anomaly Detection Using Hotelling’s Statistic

Anomaly detection can be done by computing the
Hotelling’s T 2 statistic [10] for data from each device, xTi ,
as follows:

T 2
i = xTi PΛ−1

L PTxi (14)

The anomalies are then declared as follows:

device i

{
normal (Hypothesis j = 0, H0) T 2

i ≤ Tα
abnormal (Hypothesis j = 1, H1) T 2

i > Tα
(15)

where T 2
α is a threshold. Setting a threshold T 2

α often requires
expert knowledge about the nature of anomalies along with
intimate familiarity with the data.

C. PCA in Bigdata using NIPALS

When the size of X is very large, computing R adds
significant computational burden. The following NIPALS PCA
procedure allows one to compute few specific numbers of
principal components recursively and with relatively less com-
putational load.
[P,T] = NIPALS-PCA

(
X, L

)
1) k = 0
2) Set k = k + 1

Initialize:
t
(i)
k = any column of X

Iterate:
set i = i+ 1
v
(i)
k = XT t

(i−1)
k /‖XT t

(i−1)
k ‖

t
(i)
k = Xv

(i)
k

until ‖v(i)
k − v

(i−1)
k ‖ < ε

tk ← t
(i)
k

vk ← v
(i)
k

3) set X← X− t
(i)
k v

(i)
k

T

if k ≤ L go to 2)
4) Obtain

T = [t1, t2, . . . , tk]
V = [v1,v2, . . . ,vk]

Now, the Hoteling’s statistics are obtained as follows:

T 2
i ≈ tTi Λ̃−1

L ti (16)

where ti is the ith row of T and Λ̃L is a diagonal matrix
formed by the diagonal elements of TTT.

It must be noted that the NIPALS-PCA approach described
above has its disadvantages: It is sensitive to initialization and
it becomes unreliable as the number of principal components
increase. There are other efficient ways to compute PCA
[11] and those will be explored based on the needs. Further,
there are some reported efforts on developing distributed
PCA algorithms as well [24] – the suitability of computing
distributed PCA will be considered as well.

D. Model Parameter learning

For fast, online anomaly detection, we need models that
represent normal as well as abnormal behaviors. This is an on-
going and challenging research problem. As an initial step, we
experimented multivariate Gaussian models for this purpose.
A more general approach is to employ a Gaussian mixture
model: one each for normal as well as abnormal data. This
requires one to employ expectation maximization algorithm
in distributed form. Alternatively, a simpler approach is to use
clustering to divide the data into groups and then to employ
multivariate Gaussian modeling for each group.

First, we form a group of data Xj (which are the outputs
of a clustering algorithm)

Tj = XjP (17)

where each row of Xj is an observation corresponding to the
jth cluster.

Now, the jth cluster can be represented by N
(
µj ,Σj

)
where

µj =
1TTj

Mj
(18)

Σj = TjΛ̃
−1
j TT

j (19)

and Λ̃j is a diagonal matrix formed by the diagonal elements
of TT

j Tj .

IV. ONLINE ANOMALY DETECTION APPROACH

In this section, we describe the online anomaly detection
approach assuming the models learned in Section III.

A. Batch Detection

Given a series of vector outputs xi(k), k = 1, 2, . . . ,K
from the ith device, it is desired to (quickly) detect if the
device is turning into an abnormal one. This can be posed as
the following hypothesis testing problem:

H0 : x(k) ∼ Pθ0 1 ≤ k ≤ K
H1 : x(k) ∼ Pθ0 1 ≤ k ≤ k∗ − 1

x(k) ∼ Pθ1 k∗ ≤ k ≤ K (20)

where xi(k) is written without the subscript i for convenience
in this section.



Assuming that the change occurred in time k∗, the likeli-
hood ratio between the hypotheses H0 and H1 is written as

ΛKk∗ =

∏k∗−1
k=1 Pθ0(x(k))

∏K
k=k∗ Pθ1(x(k))∏K

k=1 Pθ0(x(k))
(21)

Now, (21) is written in the form of log-likelihood ratio as

SKk∗ =

K∑
k=k∗

ln
Pθ1(x(k))

Pθ0(x(k))
(22)

Hence, based on a batch of K observations, the exact time
of change is detected as follows

k̂∗ = arg max
1≤k∗≤K

SKk∗ (23)

Batch detection is not suitable for anomaly detection,
because every time a new data arrives the entire batch-
computation of SKk∗ has to be repeated. Hence, a recursive
way of anomaly detection is desired. Next, we summarize Page
test which is an approximate way of performing the anomaly
detection recursively.

B. Page Test

Consider the following log-likelihood ratio

Sk∗ =

k∗∑
k=1

ln
Pθ1(x(k))

Pθ0(x(k))
(24)

where Sk∗ can be incrementally updated as new data arrives
and anomaly is declared when

Sk∗ −mk∗ > h (25)

where

mk∗ = min
1≤k≤k∗

Sk (26)

and h is a predefined threshold value.
Formally, the above anomaly detection time is written as

k̂∗ = arg min
k∗
{k∗ : Sk∗ −mk∗ > h} (27)

Based on the key idea from Page [25], (27) can be recur-
sively computed as follows

CUSUMk = max
{

0,CUSUMk−1 + Tk

}
(28)

where

Tk = ln
Pθ1(x(k))

Pθ0(x(k))
(29)

and anomaly is declared when CUSUMk exceeds the thresh-
old h.

It must be noted that, for the model in (III-D)-(19)

Tk =
1

2

(
xk − µ0

)T
R−1

0

(
xk − µ0

)
−1

2

(
xk − µ1

)T
R−1

1

(
xk − µ1

)
+ log

(
|R0|
|R1|

)
(30)

C. Shiryaev’s Test

Shiryaev [31] proposed a Bayesian approach for change
detection, which, we summarize in this subsection.

First, the prior probability of change towards H1 is assumed
to be geometric, i.e.,

π1
0 = ρ(1− ρ)k−1 for k > 0 (31)

The probability of hypotheses at time k given the hypothesis
at time k− 1 is written as a Markov chain with the following
transition matrix

P =

(
p(H0|H0) p(H0|H1)
p(H1|H0) p(H1|H1)

)
=

(
1− ρ 0
ρ 1

)
(32)

Based on Bayes rule, the the posterior probability of change
towards H1 at time k can be written as follows:

The expression in (33) can be simplified as follows

ω1
k =

1

1− ρ
(ω1
k−1 + ρ)Tk (34)

where ω1
k is a monotonous function of π1

k

ω1
k =

π1
k

1− π1
k

(35)

The recursive formula in (34) can be written in log-
likelihood form as follows

g1k = ln(ρ+ eg
1
k−1)− ln(1− ρ) + Tk (36)

where

g1k = ln(ω1
k) (37)

Finally, the change is declared when g1k exceeds a threshold
h and the change time estimate is given as

k̂∗ = arg min
k

(g1k > h) (38)

D. Tagging Multiple Anomalies

Due to the nature of large amounts of data, it becomes
infeasible to absorb the entire anomalies into one single model.
As a result, the detected anomalies are clustered into several
groups (see Figure 3) and model parameters of each group
j is learned. The abnormal groups are then ranked, based on
expert knowledge. The objective here is to detect the type of
anomaly online. This can be done by extending the Shiryaev’s
approach, described in Section IV-C.

First, let us assume that initial state of each device can be
denoted by the prior probabilities π0 =

[
π0
0 , π

1
0 , . . ., π

Na
0

]T
,

where π0
0 correspond to the normal model and πj0 corresponds

to the jth abnormal mode.
Now, let us assume that the change of model hypothesis can

be characterized by the following transition probability matrix

P =


p0,0

1−p1,1
Na

. . .
1−pNa,Na

Na
1−p0,0
Na

p1,1 . . .
1−pNa,Na

Na

...
...

. . .
...

1−p0,0
Na

1−p1,1
Na

. . . pNa,Na

 (39)



π1
k =

π1
k−1Pθ1(x(k)) + (1− π1

k−1)ρPθ1(x(k))

π1
k−1Pθ1(x(k)) + (1− π1

k−1)ρPθ1(x(k)) + (1− π1
k−1)(1− ρ)Pθ0(x(k))

(33)

Normal	  

Abnormal	  

Fig. 3: Multiple anomalies. The objective of the online
anomaly detection is to identify the type of anomaly.

where the probability of staying in the same mode j from time
k − 1 to k is given by

pj,j = 1− 1

τj
; j = 0, 1, . . . , Na (40)

and τj is the expected sojourn time [2] of mode j indicating
how long on average the mode j stays active. It is important to
note that P above allows a particular anomaly j to be detected
as well as reset.

Now, from Bayes’ theorem, the mode probability of the nth

hypothesis at the kth time epoch can be written as

πnk =

∑Na

i=0 π
i
k−1pn,iPθn(x(k))∑Na

j=0

∑Na

i=0 π
i
k−1pn,iPθj (x(k))

n ∈ {0, 1, . . . , Na}

(41)

V. SIMULATION RESULTS

The data for the simulation comes from Comcast’s Xfinity
player, obtained while subscriber devices were accessing VOD
services. The model learning data is taken by setting the time
duration k = 1 hour.

The following nine features (N = 9) are extracted during
a one hour data. f1: number of buffering events, f2: number
of media failed events, f3: Number of UI-error events, f4:
Number of opening events, f5: Number of activation events,
f6: Number of authentication events, f7: Startup time, f8:
Number of IP addresses linked to a device, and f9: Number

of assets a device accessed. These data are obtained form
N = 54306 devices.

Figure 4 shows the extracted features f1 − f9 from all the
devices.
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Fig. 4: Abstracted features. The data from each device is
obtained during the same time interval [tk−1, tk]. In each plot,
the x axis ranges from 1 to 54306, denoting one of the devices,
and y axis denotes the feature fi.

Figure 5 shows a histogram of each feature, corresponding
to Figure 4. The histograms give a good sense of where most
of the features lie.
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Fig. 5: PMF of the abstracted features. The PMFs corre-
spond to the features in Figure 4.

Figure 6 shows the result of feature reduction based on
PCA. We selected the number of principal components cor-
responding to a cumulative percentage of variance (CPV)



value of 95%, which resulted in selecting nPC = 6 principal
components.
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The results of anomaly detection and model learning is
shown in Figure 7. The threshold Tα is selected as inverse
of the Chi-square cumulative distribution function with nPC
degrees of freedom at 99% confidence level.
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Fig. 7: Anomaly detection using Hotelling’s statistics.

Figure 8 shows the features corresponding to detected
normal and abnormal features as a box plot.

Now, we demonstrate the online anomaly detection capabil-
ity through simulations. We assume the number of abnormal
modes to be Na = 1 so that other anomaly detection
approaches can be compared. The parameters corresponding
H0(µ0,Σ0) and H1(µ1,Σ1) are computed based on the initial
anomaly detection discussed earlier. A test data stream of
length K = 1000 is generated as follow: First 500 data points
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Fig. 8: Features corresponding to detected normal and
abnormal devices.

are generated samples of a multivariate Gaussian distribution
of mean µ0 and covariance Σ0 and the second 500 data points
are generated samples of a multivariate Gaussian distribution
of mean µ1 and covariance Σ1. Figure 9 shows the tracking
results of all the algorithms discussed in Section IV.
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Fig. 9: Demonstration of online anomaly detection by
comparing all three approaches.

VI. CONCLUSIONS

An anomaly detection strategy that is applicable to large
scale online data stream monitoring is proposed in this paper.
The proposed anomaly detection scheme exploits the avail-
ability of distributed, big data storage and processing, for the
learning of model hypotheses – using short bursts of data.
Then, we developed an online, Bayesian multiple anomaly
detection scheme that is well suited for tracking anomalies
in large scale data streams.
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